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Abstract. Most of the global corpus of medicinal chemistry data is only 

published in patents. However, extracting this from patent documents and 

subsequent integration with literature and database sources poses unique 

challenges. This work presents the investigation of an extensive full-text patent 

resource, including automated name-to-chemical structure conversion, licensed 

by AstraZeneca via a consortium arrangement with IBM. Our initial focus was 

identifying protein targets in patent titles linked to extracted bioactive 

compounds. We benchmarked target recognition strategies against target-assay-

compound relationships manually curated from patents by GVKBIO. By 

analysis of word frequencies and protein names we assessed the false-negative 

problem of targets not specified in titles and false-positives from non-target 

proteins. We also examined the time-signals for selected target and non-targets 

by year of patent publication. Our results exemplify problems and solutions for 

extracting data from this source.  

Keywords: Biomedical text mining, Patent information. 

1 Introduction 

Drug discovery research has collectively generated a large experimental data corpus 

that intersects with enzymology, structural biology, metabolic biochemistry and 

chemical biology. Over the last 20 years, driven mainly by high-throughput screening 

(HTS) and new targets from the human genome, this has resulted in a substantial 

increase in patent filings, from commercial and academic institutions, claiming novel 

compounds as potential new medicines. The value of this output is derived in part 

from the fact that, in a community sense, the inventors largely overlap with authors in 

scientific journal papers [1]. While there is a tradition of “patent-then-publish” in the 

pharmaceutical industry a recent survey suggested that only 6% of chemical structures 

in patents were appearing in medicinal chemistry journals [2].  

     Thus, while the extent of “data-in-common” between patents and journal papers is 

largely unknown, applications focused on medicinal chemistry constitute a valuable 

biological data source. An impression of size is given in the World Intellectual 
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Property Organization (WIPO) annual statistics of global pharmaceutical patents of 

about 12,000 unique (i.e. not including patent families) applications per year. These 

documents are publically available and their basic information can be searched from 

the major patent office portals. There are also newer resources such as Patent 

Abstracts [3], CiteXplore [4] (both from the EBI), Free Patents Online [5], Google 

Patents [6] and other initiatives that extend the indexing to sections of full text and, in 

the case of SureChem [7], also utilize automated name-to-structure conversion. 

     Despite this increasing accessibility, the scientific information in these patents still 

remains under-utilized by the academic community, thus justifying its description as a 

“Cinderella” data source. In contrast, the commercial sector has paid heavily to 

support a patent information brokerage industry that produces a range of database 

products designed to meet their searching needs. However, this has hitherto been 

largely confined to manual extraction of the highest value sections of patent data. 

1.1 Patents as a Data Source 

A general description of patent applications in the context of the pharmaceutical and 

biotechnological industries is provided by Webber [8]. The basic sections are shown 

in Table 1 

Table 1. Anatomy of a patent. 

Subsection of the patent Function 

Title, date, inventors, 

affiliations and abstract 

Indexed by the patent offices to facilitate searching  

Background description Context for understanding the invention 

Statements of invention Basis for claims and restrictions 

Examples and Figures Reduction to practice in support of the claims 

Claims Explicitly defines the scope of the invention 

 

Within a major pharmaceutical company such as AstraZeneca the patent landscape is 

monitored across many areas relevant to R&D. However, the subset that this article is 

focused on are those applications that exemplify and claim novel chemical structures 

supported by activity modulation data against defined molecular targets in vitro. 

Efforts to identify these immediately after publication include accessing commercial 

databases. These patents are scrutinized for intersections with internal projects, 

disease area interests or marketed products. They are thus a key information source, 

not only for competitive intelligence but also for structure-activity relationships 

(SAR) [9]. As a document type they have the advantage of describing, by definition, 

new knowledge for drug discovery [10]. In addition, data may be disclosed in patents 

long before they are published in journals [11]. Nevertheless, compared to journal 

papers, patent documents have significant disadvantages. These include 1) the 

competitive incentive of applicants to minimize or even obfuscate information, 2) 

lack of discussion on how the invention works, 3) non-standard terminology, 4) using 

„prophetic examples‟ not carried out [10,11], 5) embedding results within 100‟s of 

pages of irrelevant text, 6) reporting qualitative rather than quantitative results, 7) a 

“shotgun” approach to claiming diseases for treatment, 8) a complex but not 

universally standardized document structure, 9) the use of Markush-type 
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specifications for large classes of compounds, and 10) data redundancy for 

applications grouped within the same patent family. These challenges are exemplified 

by the observation that drug discovery project teams may spend several man-days 

combing out the details from a large patent, much longer that required for a typical 

medicinal chemistry journal paper.  

1.2 Purposes of the study 

The aim of this work was to explore automated retrieval of patents of the type 

described above from a full-text corpus. The initial focus was on the problem of 

identifying targets in patent titles that could be linked to bioactive chemistry and 

included benchmarking automated recognition strategies against manually curated 

patents. While it had already been observed that protein names in titles are likely to 

represent targets, no systematic study of this has been reported.  

2 Methods  

2.1 Data sources 

2.1.1 The IBM full-text patent resources 

Before the initiation of this study AstraZeneca entered into a consortium agreement 

with the IBM Almaden Research Center to access the IBM patent full-text extraction 

resources. This included on-line access to their Strategic Information Mining 

PLatform for IP Excellence (SIMPLE) [12]. This consists of a set of analytical tools 

that operate on a data warehouse containing full-text documents extracted and 

transformed via XML feeds from three patent offices including USPTO, EPO and 

WIPO. These are indexed by patent number, application date, publication date, 

inventors, assignee and International Patent Classification codes. The complete text is 

divided into title, abstract, claims and description. Both trivial and IUPAC systematic 

chemical names are converted into Simplified Molecular Input Line Entry System 

(SMILES) codes using the name=struct® program from CambridgeSoft and different 

synonyms mapped to the same structure [13].  

     SIMPLE includes entity annotators for gene names and other biological terms that 

can be analyzed in combination with text and chemical structure searching [12,14]. 

The results presented were generated via queries of an Oracle instance of the IBM full 

text and extracted chemical structures database inside AstraZeneca but, during the 

period of this study, did not yet include non-chemical entity annotations. This 

AstraZeneca instance contained ~11.1 million documents, ~2.2 million with claimed 

chemical structures. Of these ~1.5 million SMILES codes in their claim sections were 

unique. This data source will henceforth be referred to as “IBM”. 

2.1.2 The GVKBIO patent database 

AstraZeneca also licenses a Target Inhibitor Database from GVKBIO that includes 

compound-to-assay-to-target relationships manually extracted by expert curation [15]. 

The data is organized around five key entities. A typical example would be a 
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document “D” describing a biochemical assay “A” with quantitative result “R” 

establishing compound “C” as an inhibitor of protein “P” (i.e. a D-A-R-C-P 

relationship). In this study, a subset of the GVKBIO Target Inhibitor Database with 

43,085 patent numbers was used that had exact matches in IBM. This data source will 

henceforth be referred to simply as “GVKBIO”. 

2.2 Target Terminology 

While the term “drug target” is well understood it can be ambiguous in the context of 

patent documents. We will therefore use the term “bona fide target” in this work to 

specify the protein whose reported activity modulation in vitro is proposed to be the 

therapeutic mechanism for novel small-molecule compounds claimed in the patent. 

For example, a patent may report IC50 data on novel inhibitors of renin claimed for 

the treatment of hypertension (i.e. a D-A-R-C-P relationship where “R” is an IC50 

and “P” is renin). The problem faced during both manual and automated data 

extraction is that there may be a number of different A-R-C-P relationships in the 

same document. For example, patents claiming renin inhibitors may report their cross-

reactivity against other biochemically significant human aspartyl proteases such as 

Cathepsin D. Vice versa, patents claiming Cathepsin D inhibitors for Alzheimer‟s 

disease or cancer may include cross-screening data against renin. To pragmatically 

differentiate these we will use the term “target” to designate any protein with 

chemical modulation data (i.e. any A-R-C-P relationship in the document) and “non-

target” to refer to a protein specified in the patent but without chemical modulation 

data. 

2.3 Database queries 

Both the IBM and GVKBIO data sources are Oracle 10g databases accessible by 

Structured Query Language (SQL). IBM contains full-text description (i.e. patent 

number, title, abstract, claim section and description) of all patents published in 

USPTO, EPO and WIPO. GVKBIO contains target protein names manually annotated 

for selected pharmaceutical patents resulting in patent-to-target relationships. 

Therefore, data for each patent document in these two sources can be linked by the 

patent number. Selected results were calibrated via the target protein names curated 

by GVKBIO for the same patents. Our investigations are categorized in Table 2 and 

detailed explanations are given in each result section.  
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Table 2. Experimental Objectives and Sources. 

Result 

Section 
Description Assessment 

Search 

corpus 

Reference 

corpus 
Protein names 

3.1 Manual identification of target 

protein names in titles 

Recall GVKBIO - 50 target proteins 

3.2 Automatic identification of 

target protein names in titles 

Recall & 

Precision 

IBM GVKBIO 2 target proteins 

2 non-target proteins 

3.3 Using of chemical modulation 

keywords in titles to select 

patents with target proteins 

Recall & 

Precision 

IBM GVKBIO 2 target proteins 

2 non-target proteins 

3.4 Assessment of improved recall 

from extending search to 

abstracts and claim sections 

Recall GVKBIO - 2 target proteins 

3.5 Assessment of potential false 

positives from extending search 

to abstracts and claim sections 

Recall & 

Precision 

IBM GVKBIO 2 target proteins 

2 non-target proteins 

3 Results and Discussion 

3.1 Manual identification of target protein names in titles 

To retrieve patents with specific target proteins, it was necessary to manually assess 

the frequency of bona fide target names in titles. For this, a set of 211 titles were 

selected from GVKBIO with the following criteria: 1) they were published between 

years 2008 to 2010, 2) contained only one annotated human protein, 3) the patent 

numbers were indexed in at least one other patent data source that AstraZeneca 

licenses. Of these, 171 unique titles encompassed 50 different target proteins (as 

curated by GVKBIO). There were many cases of identical titles for different patent 

numbers with the same applicants but not in the same patent families (e.g. 

WO2008116107 and WO200807978, both are GSK patents with title “glucokinase 

activators”). Each of the 171 titles was read manually by one of us with sufficient 

domain knowledge to recognize bona fide targets. A categorization of these is shown 

in Table 3 and the results of the assessment in Table 4.  

Table 3. Classification of target protein recognition in titles. 

Categories Descriptions 

Positive  Bona fide target protein names 

(e.g. WO2009076337 “gamma secretase modulator”) 

Ambiguous Generic or aggregate target designations that cannot be linked to a protein 

sequence 

(e.g. WO2009023677 “5-amino-4,6-disubstituted indoline as potassium 

channel modulators”) 

Negative No target protein name 

(e.g. WO2009010794 “2,4-diamino-pyrimidine derivatives”) 
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Table 4. Assessment of expert recognition of target protein names in titles. 

Categories Number of unique patent titles 

Positive 87  (51%) 

Ambiguous 15  (9%) 

Negative 69  (40%) 

Total 171  (100.0%) 

 

We extended the analysis by using Wordle [16] to visually display the term 

frequencies in the three categories of titles from Table 3 (Figure 1). 

 

a) 

 

b) 

 
c) 

 

Fig. 1. Word clouds of patent titles for: a) “positive” target recognition, b) “ambiguous”        

and c) “negative”. 

We can see (Figures 1 a) and b)) that the “positive” and “ambiguous” categories 

contain keywords associated with chemical bioactivity (e.g. “inhibitor” and 

“modulator”). Retrieval by combining keywords can be achieved with a recall 

approaching 60%. Note that some bona fide targets produce a signal in the title word 

clouds (e.g. GPR 119, P2X7 and CXCR2). 

     We can also detect (Figure 1 c)) that the “negative” category usually include 

disease and/or chemical series related names (e.g. “treatment”, “disorders”, 

“compounds” and “derivatives”). This category also includes cases where 

recognizable protein names in titles are not bona fide targets (e.g. US20080280948 

with title “modulator of amyloid beta” claims gamma secretase inhibitors not amyloid 

disaggregants). While this association is interpretable, the target name is, 

semantically, a false positive. It is important to emphasize that this experiment was 
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performed on a set of sample patents from GVKBIO which had a target protein 

identified from each patent via manual curation and cannot therefore predict the 

precision for retrieving patents using occurrence of protein names in titles. It is also 

not possible to extrapolate to equivalent precision using a corpus of patents where the 

presence of a bona fide target is unknown. 

3.2 Automatic identification of target protein names in titles 

The results in the previous section suggested that recall for automated retrieval of 

bona-fide-target-containing patents via protein names in titles would be acceptable, 

especially considering the volume of the IBM data. To avoid the problem of synonym 

variability, four names with relatively few synonyms were chosen (Table 5). Thus, 

renin and thrombin are bona fide target proteins, while albumin and hemoglobin are 

non-target controls. The data sets used in this experiment were IBM from 1980 - 2009 

(10,846,899 patents) and a subset of GVKBIO from 1980 - 2009 (34,441). Synonyms 

(Table 5) were searched against patent titles in IBM and calibrated against the same 

(target-annotated) GVKBIO patents (Table 6).  

Table 5. Protein names, HGNC symbols and their synonyms. 

Protein Names HGNC Symbols Synonyms 

Renin REN rennin 

angiotensinogenase 

Thrombin F2 prothrombin 

coagulation factor II 

coagulation factor 2 

Albumin ALB serum albumin 

Hemoglobin (many subunits) haemoglobin 

 

Table 6. Retrieved patents using protein synonyms in titles. 

Protein Names 

Number of Patents Retrieved 
Approx. 

% 

Recall 

Min. 

% 

Precision GVKBIO IBM 

patents-in-common 

between 

GVKBIO & IBM 

Renin 494 813 237 48.0% 29.2% 

Thrombin 890 1743 215 24.2% 12.3% 

Albumin 5 1200 0 0.0% 0.0% 

Hemoglobin 0 1542 0 - 0.0% 

 

For the results in Table 6, it should be noted that GVKBIO does not cover all patents 

for a particular target protein. Therefore, patents-in-common between GVKBIO and 

IBM cannot be used to infer the number of true positives. Nevertheless, this can be 

interpreted as the minimum number of true positive which can then be used to 

estimate the minimum precision, as shown in Formula 1. For renin, there are 813 

patents in the IBM search result with 237 in-common with GVKBIO (with renin as a 
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target protein). Therefore, the minimum precision of this approach can be estimated 

as 29%.  

 

% ὖὶὩὧὭίὭέὲ=
Ὕὖ

TP +FP
  

ὔόάὦὩὶ έὪ ὧέάάέὲ ὴὥὸὩὲὸί ὦὩὸύὩὩὲ ὋὠὑὄὍὕ ὥὲὨ ὛὩὥὶὧὬ ὙὩίόὰὸ

ὔόάὦὩὶ έὪ ὴὥὸὩὲὸί Ὥὲ ὸὬὩ ὛὩὥὶὧὬ ὙὩίόὰὸ
  (1) 

 

% ὙὩὧὥὰὰ=
Ὕὖ

Ὕὖ+Ὂὔ
  

ὔόάὦὩὶ έὪ ὧέάάέὲ ὴὥὸὩὲὸί ὦὩὸύὩὩὲ ὋὠὑὄὍὕ ὥὲὨ ὛὩὥὶὧὬ ὙὩίόὰὸ

ὔόάὦὩὶ έὪ ὋὠὑὄὍὕ ὧόὶὥὸὩὨ ὴὥὸὩὲὸί Ὢέὶ ὥ ὴὥὶὸὭὧόὰὥὶ ὴὶέὸὩὭὲ
       (2) 

 

By the same reasoning, the number of false negatives cannot be obtained directly by 

calibrating the search result against the GVKBIO, but the minimum number of false 

negatives can. However, since GVKBIO represents a sample set of all patents with 

target proteins, an approximate percentage recall can be obtained by using Formula 2. 

In the case of renin, there are 494 patents in GVKBIO, and 237 of them have renin in 

titles. Therefore, approximate percentage recall of this retrieval approach would be 

48.0%. 

     Results show different precision between the two targets. Some of this is due to 

search specificity noise (e.g. kynurenine or antithrombin) that could be removed by 

using more advanced term recognition rules. For thrombin some false negatives (w.r.t. 

GVKBIO) are where some bona fide targets for those specific patent documents are, 

for example, factor Xa or factor VII. (e.g. US20080214495 “heterocyclic sulfonamide 

derivatives as inhibitors of factor Xa” and US7576098 “heterocyclic compounds as 

inhibitors of factor VIIa”). These exemplify cases in which there are cross-screening 

data for multiple targets in a patent (e.g. factor Xa and thrombin), but the bona fide 

target of the patent may be only one (i.e. factor Xa). We also detected inferred 

examples of combined targets (e.g. WO2004052851A1, “pyrrolydin-2-one derivatives 

as inhibitors of thrombin and factor Xa”) but it is not clear if these represent authentic 

polypharmacology or claim “bet hedging”.  

     Manually skimming the 1200 patent titles with albumin and 1542 for hemoglobin 

indicated they were probably all, in the bona fide target sense, false positives. For 

albumin many claimed methods of conjugation with other proteins (e.g. 

WO2009121884A1 “insulin albumin conjugates”). Note that Table 6 includes five 

GVKBIO patents with albumin as a target name. While they could be classified as 

false-positives in fact they are cases where the chemical modulators of the bona fide 

targets have also been tested for albumin binding (e.g. EP1586318 

“thiadiazolidinones as GSK-3 inhibitors”). This exemplifies another challenge for 

recognition and extraction of target proteins from patents. Most of the hemoglobin 

applications specify analytical methods (e.g. EP2016390A1 “a method and a system 

for quantitative hemoglobin determination”). Supporting the non-target inferences are 

the very low frequencies of chemical modulation keywords (e.g. “inhibitor”, 

“modulator”, etc.) in titles. Word clouds of the titles retrieved with the four proteins 

are shown in Figure 2.  
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a) 

 

b) 

 
c) 

 

d) 

 

Fig. 2. Word clouds of patent titles obtained by searching synonyms of bona fide and non-

target proteins in titles: a) renin, b) thrombin, c) albumin, d) hemoglobin. 

One of the conclusions we can draw from these results is that using protein names and 

synonyms alone to search against patent titles is likely to have a high false positive 

rate for bona fide targets. However, we explored another approach as a partial 

solution. Our experience with mining GVKBIO data was that bona fide targets often 

show a “time signal” in the sense that the generation rate of published data directly 

associated with these targets can vary significantly on a year-to-year basis. There are 

many possible causes of these fluctuations that are difficult to verify formally. 

However, it is known that declared target success milestones (e.g. new validation 

data, initiation of clinical trials or an NCE submission) invariably trigger some level 

of follow-on activity that can result in a subsequent “spike” of new patent 

applications. To test this we have plotted the frequency of the four proteins in patent 

titles from 1980 to 2008 (Figure 3).  
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a) 

 

b) 

 
c) 

 

d) 

 

Fig. 3. The result of retrieving patents using occurrence of protein synonyms in titles for: a) 

Renin, b) Thrombin, c) Albumin, d) Hemoglobin. (  represents number of GVKBIO 

patents tagged with a particular protein name,  represents number of IBM patents 

obtained from search,  represents number of patents-in-common between GVKBIO and 

IBM search results). 

It can be seen (Figure 3 c) and d)) that the non-targets show a steady increase. 

Nonetheless, there is suggestion of a peak for albumin at 2006 -2007, although, as 

already explained, this could be new-use related rather than target related. In contrast, 

the two targets (Figure 3 a) and b)) not only show strong signals but that these appear 

to be correlated between GVKBIO and IBM. As these are selected by curated target 

in the former case, it suggests the signal in the latter case may be authentic in 

representing a significant increase in patent publications for these bone fide targets.  

3.3 Using of chemical modulation keywords in titles to select patents with 

target proteins 

It has been shown in the section 3.2 that retrieving of patents with target proteins 

simply by searching occurrence of protein synonyms in titles could result in many 

false positives. However, patent titles within these false positives also have a very low 

occurrence of keywords signifying chemical modulation (Figure 2). In contrast, patent 

titles within true positives are having high co-occurrence of target protein names and 

these keywords in titles (Figure 1 a)). This led to an initiative to retrieve patents with 

bona fide target proteins by searching for the co-occurrence of protein names with 

these keywords in titles, which could possibly remove false positives while sustaining 

recall. A set of keywords were selected from a corpus of titles of patents with target 
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proteins. These keywords were then applied to each search result set obtained in 

section 3.2 to filter out patent titles without these keywords. 

3.3.1 Evaluation of chemical modulation keywords 

In order to get a set of keywords signifying probable chemical modulation of targets, 

a word frequency analysis was performed. This used the 34,575 GVKBIO patents 

used in section 3.2 but expanded to included patents published between years 1973-

2009. The result shows these titles include 16,714 word forms, excluding stop words 

[17]. Those signifying chemical modulation were classified into four groups (Table 7 

a)) and their frequencies infer the approximate numbers of patent titles matched by 

these keywords. 

Table 7. Chemical modulation keywords extracted from patents with target proteins (GVKBIO 

patent database): a) word frequency analysis, b) retrieval testing. 

Keyword 
Groups 

(a) Word frequency analysis (b) Retrieval testing using keywords 

Keywords as found 

in patent titles 

Occurrence 
frequency 

(out of 34,575 titles) 

Derived search 
terms used in 

retrieval 

Retrieval result     

(# of patents) 

Agonist 

 

agonism,  

agonist(s), 
agonistic,  

agonist-like 

1775  (5.1%) agonism, 

agonist, 
agonistic 

6270 (18.1%) 

Antagonist 
 

antagonisation, 
antagonise, 

antagonising, 

antagonism, 
antagonist(s), 

antagonistic(s), 

antagonize, 
antagonizing, 

antagonist-like 

4702  (13.6%) antagonisation, 
antagonise, 

antagonising, 

antagonism, 
antagonist, 

antagonistic, 

antagonize, 
antagonizing 

4782 (13.8%) 

Inhibition 
 

inhibit(s),  
inhibiting, 

inhibition,  

inhibitive, 
inhibitor(s), 

inhibitory 

8756  (25.3%) inhibit, 
inhibiting, 

inhibition, 

inhibitive, 
inhibitor, 

inhibitory 

8762 (25.3%) 

Modulation modulate(s), 

modulating, 
modulation(s), 

modulator(s), 

modulatory 

2624  

 

(7.6%) modulate, 

modulating, 
modulation, 

modulator, 

modulatory 

2640 (7.6%) 

 Total (Summation) 17857 (51.6 %) Union (all 

keywords) 

17503 (50.6%) 

 

To estimate recall, the search terms (Table 7 b)) were derived by stemming their 

plural forms. Each keyword group was then assessed by searching its derived search 

terms against the set of 34,575 patent titles (Table 7 b)). Note that the number of 

patent titles matched with each keyword group could be different from the 

corresponding approximate number in shown in Table 7 a). This is because keywords 

in each group match multiple keyword variants (e.g. “agonist-specific”, “tumor-

inhibiting” and “immunomodulators”). The “agonist” keyword group gave a higher 
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than expected recall due to substring matching between the term “agonist” and 

occurrence of “antagonist” in titles. This is an inherent problem when trying to 

differentiate nested terms. The results show these keywords can be used collectively 

to retrieve over 50% of patents with protein chemical modulation, regardless of 

protein name occurrence in titles. Extending the list to include more terms (e.g. 

“activation”) might further improve recall.  

3.3.2 Testing chemical modulation keywords 

We tested co-occurrence of a protein name and chemical modulation keywords in 

titles to filter-out patents without bona fide targets. The set of keywords obtained in 

section 3.3.1 were applied to each result obtained in section 3.2 In effect, the search 

result after filtration contains only patents with co-occurrence of the protein name and 

keywords in titles as shown in Figure 4. The resulting recall and precision were 

compared to using only the protein name from section 3.2 as shown in Table 8. 

Table 8. Patents retrieved from IBM using: a) only protein names and synonyms, b) combining 

these with chemical modulation keywords. 

Protein 

Names 
GVKBIO 

(a) Without filtration by keywords (b) With filtration by keywords 

Number of Patents 

Approx 

% 
Recall 

Min 

% 
Precision 

Number of Patents 

Approx  

% 
Recall 

Min 

% 
Precision 

IBM 
Search 

Result 

Match 
between 

GVKBIO 

& IBM 
Search 

Result 

IBM 
Search 

Result 

Match 
between 

GVKBIO 

& IBM 
Search 

Result 

Renin 494 813 237 48.0% 29.2% 723 237 48.0% 32.8% 

Thrombin 890 1743 215 24.2% 12.3% 903 208 23.4% 23.0% 

Albumin 5 1200 0 0.0% 0.0% 21 0 0.0% 0.0% 

Hemoglobin 0 1542 0 - 0.0% 15 0 - 0.0% 

 

The result shows that the chemical modulation keywords in titles can be used to filter 

out patents with non-target protein names in titles and thereby improve precision for 

both target and non-target proteins. For albumin this keyword filtration removed 

nearly 1200 false positives (Table 8, Figure 3 c)). An advantage of this approach is 

that it does not appear to significantly degrade recall. For example, 237 patents are 

recalled by using co-occurrence of renin synonyms and chemical modulation 

keywords, which is the same number of patents as recalled by using only the renin 

synonyms (Table 8, Figure 3 a)). This implies that patent titles with target protein 

names often include these keywords. 

     The utility of this combination (Figure 4) is also demonstrated when applied to the 

longitudinal analysis already shown in Figure 3. The use of the combination is thus 

very effective at filtering out the non-target proteins but maintaining the signals of 

bona fide target names. 
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a) 

 

b) 

 
c) 

 

d) 

 

Fig. 4. The result of retrieving patents using occurrence of protein synonyms and chemical 

modulation keywords in titles for a) Renin, b) Thrombin, c) Albumin, d) Hemoglobin. (  

number of GVKBIO curated patents,  number of IBM search result,  number of 

matches between GVKBIO and IBM) 

3.4 Assessment of improved recall by extending search to abstracts and claim 

sections 

In this section we extended the searching for protein synonyms in other sections of 

the text to retrieve patents without target names in titles. From the same set of 

GVKBIO used in section 3.2 (34,411 patents), we selected 8,167 patents published 

between years 2006 – 2009 and where IBM had the same documents (these more 

recent dates showed a better quality of text extraction for abstracts and claims due to 

direct XML feeds from the patent offices). Within two sets of 79 renin and 80 

thrombin patents, we counted synonyms in titles, abstracts and claim sections, 

respectively (Figure 5).  
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a) 

 

b) 

 

Fig. 5. Venn diagram for retrieved results from a set of patents containing a particular target 

protein (retrieved by searching for the protein name in titles, abstracts and claim sections) for  

a) Renin, b) Thrombin. 

For renin patents (Figure 5 a)), searching for the protein synonym could retrieve 39 

(49%) in title, 52 (66%) in abstract, 39 (49%) in claim section, and 65 patents (82%) 

in all three sections. Interestingly, searching in abstracts retrieved 17 unique patents 

(22%) not found by searching in titles or claim sections. The equivalent figures for the 

thrombin patents (Figure 5 b)) were 22 (28%) in title, 38 (48%) in abstract, 22 (28%) 

in claims, and 43 patents (54%) in all sections. In this case abstracts were also shown 

to retrieve 15 unique patents (19%). Thus, extending searched from titles to abstracts 

and claim sections could significantly improve patent target retrieval coverage, 

mainly via unique information in abstracts. 

3.5 Assessment of potential false positives from extending search to abstracts 

and claim sections 

To examine false-positives we used the same target and non target pairs to search 

titles, abstracts and claim sections for IBM 2006 – 2009 USPTO patents (1,234,684). 

Results for each protein name were then calibrated against the same USPTO patents 

found in the 34,441 GVKBIO set used in section 3.2. (Figure 6). 
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a) 

 

b) 

 
c) 

 

d) 

 

Fig. 6. The result of retrieving patents with a particular target protein using occurrence of the 

protein names in titles, abstracts and claim sections for a) renin, b) thrombin, c) albumin, d) 

hemoglobin. (  number of GVKBIO curated patents,  number of IBM search result, 

 number of match between GVKBIO and IBM) 

Results from albumin and hemoglobin (Figure 6 c) and d)) suggest that searching 

protein names in abstracts and claims leads to substantial increases in false positives 

in claims. Similarly, thombin and renin (Figure 6 a) and b)) also show substantial 

increase of patents unmatched by GVKBIO, which could be potential false-positives. 

Comparing the matches between IBM and GVKBIO suggests abstracts show the 

highest retrieval in line with the results from section 3.4. 

4 Conclusions 

This work illustrates some of the challenges and possible solutions for mining drug 

discovery data from full-text patents. The results are preliminary in that we have 

initially focused on the problem of recognizing target names. We have shown that 

protein names in titles can be used to retrieve patents with probable bona fide targets 

and claimed bioactive chemical structures. We also demonstrated that recall is 

protein-specific and results for non-target proteins can generate false positives. 

However, combining protein names and chemical modulation keywords for searching 

titles improved precision without significant loss of recall. Extending this type of 

search from titles to other patent sections significantly improved target retrieval via 

the extra information in abstracts with the caveat of increased false positives from 
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claims. Therefore, combining title with abstract searches represented a useful 

compromise. 

     As has often been shown in the field of bioinformatics, the value of expert manual 

data extraction proves to be complementary to automated extraction rather than 

competitive. In addition, the former provides definitive test corpora for the latter, as 

we have demonstrated using GVKBIO curation to benchmark IBM. The ability of a 

human expert to scan a patent, identify the bona fide target, assay descriptions, 

results, drug-like structures, data relationships and mechanistic concepts cannot yet be 

matched by automated text mining. However, access to a substantial corpus of full-

text patents from which over 1.5 million unique claimed chemical structures have 

been extracted is clearly of complementary value for its scale, coverage and speed 

that substantially exceeds the capacity of manual efforts.  

     We can envisage several ways forward to converge the two approaches. There are 

a number of recent advances in text mining for recognizing and extracting chemical 

and biological information from non-patent literature, some of which could extend 

this work [18,19,20]. Natural Language Processing (NLP) seems a good candidate 

because of its ability to discriminate context (e.g. for targets and inhibitors) beyond 

just the recognition of protein names. However, such new approaches will need to be 

tested and adapted (e.g. via the optimization of rule sets) because of the major 

differences between papers and patents already described. One of the utilities 

envisaged from the approaches we have begun to explore here would be automated 

alerts for new D-A-R-C-P relationships, thus facilitating integration of patent data 

with other sources to extend not only the drug target landscape but also the 

concomitant bioactive chemical space. 
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