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be remembered that many gene products are non-message RNA molecules, but they
will not be covered in this chapter (see Chapter 14 for a detailed review of this area).
Before describing the evidence used to classify gene products, we must define some
of the terminology encountered in the literature and database descriptions. These
are variously classified as known, unknown, hypothetical, model, predicted, virtual,
or novel. There are no widely accepted definitions of these terms, but their usage in
this chapter will be as follows. A known gene product is experimentally supported
and would be expected to give close to a 100 per cent identity match to a unique
genome location. The term ‘unknown’ is typically applied to gene products that
are supported experimentally, but lack any detectable homology or experimentally
determined function. The term ‘predicted’ also referred to as ‘model’ or ‘hypothetical’
by the NCBI, will be reserved for an mRNA or protein open reading frame (ORF)
predicted from genomic DNA. Virtual mRNAs will refer to constructs assembled
from overlapping expressed sequence tags (ESTs) that exceed the length of any single
component. The term ‘novel” has diminishing utility and will simply refer to a protein
with no extended identity hits in the major protein databases.

5.2 Why learn to predict and analyse genes in the
complete genome era?

Might we question at the outset of this chapter the need for the geneticist to learn
the art of gene prediction and analysis? The answer to this question might sound a
little equivocal. There are certainly plenty of public resources available which offer
high-quality annotation and analysis of the gene complement of the human genome
(Table 5.1). Where possible, it is worth using these resources, because the results are
generally of high quality. However, there are caveats:

1. Most gene models are automated and therefore many are incomplete. By necessity,
data on human genes are generated by automated analysis methods based on gene
prediction and the combined evidence of existing mRNA, cDNA and EST data.
Going a step further to curate a gene taking in all the evidence can reveal extra in-
formation, including weaker evidence that automated processes necessarily miss.

2. Automating curation of splice variants is technically difficult. Information on splice
variants is particularly difficult to capture by automated efforts, especially if the
splice variant is evidenced only by ESTs.

3. Genes may be expressed only under very specific conditions. Genes with tight
regulatory mechanisms may be expressed transiently in very specific tissue
locations, developmental stages or cellular conditions, leading to their absence
from experimentally evidenced data.
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Table 5.1 Useful resources for gene finding and analysis

Site description

URL

Genome-focused tools
Ensembl

UCSC genome browser

Map Viewer at NCBI

DAS — distributed annotation

Gene/transcript-focused tools
Entrez Gene

Unigene EST clusters

CCDS project

RefSeq at NCBI

TIGR Gene Index

Protein-focused tools
Proteome analysis at EBI
Uniprot

InterPro at EBI

International Protein Index
SWISS-2DPAGE database
Gene-prediction tools
GENEWISE at Sanger Institute
GENSCAN at MIT

Fgenesh at Sanger Institute

Homology searching and analysis

BLAST at NCBI
BLAT at UCSC
SSAHA at Sanger Institute

Miscellaneous gene analysis
Expasy translation tool

Derwent sequence patent databases

MatchMiner (gene aliases)
Google literature search portal

http://www.ensembl.org/

http://genome.ucsc.edu/
http://www.ncbi.nlm.nih.gov/cgi-bin/Entrez/map_search
http://biodas.org/

http://www.ncbi.nlm.nih.gov/entrez/query.fcgi?db=gene

http://www.ncbi.nlm.nih.gov/UniGene/

http://www.ncbi.nlm.nih.gov/projects/ CCDS/

http://www.ncbi.nlm.nih.gov/RefSeq/

(http://www.tigr.org/tigr-scripts/tgi/T _index.
cgi?species=human

http://www.ebi.ac.uk/proteome/
http://www.uniprot.org
http://www.ebi.ac.uk/interpro/
http://www.ebi.ac.uk/IPI/TPThelp.html
http://ca.expasy.org/ch2d/

http://www.sanger.ac.uk/Software/Wise2/
http://genes.mit.edu/GENSCAN.html
http://genomic.sanger.ac.uk/gf/Help/fgenesh.html

http://www.ncbi.nlm.nih.gov/BLAST/
http://genome.ucsc.edu/cgi-bin/hgBlat?command=start)
http://www.sanger.ac.uk/Software/analysis/SSAHA/

http://ca.expasy.org/tools/dna.html
http://www.derwent.com/geneseq/index.html
http://discover.nci.nih.gov/matchminer
http://scholar.google.com/

4. Genes might be expressed at vanishingly low levels. For example, many G-protein-
coupled receptors (GPCRs) are completely absent from all EST and cDNA
libraries. Most GPCRs have been identified by the combination of gene prediction
and homology-based searches. Genes with no known homologues and very low
expression are likely to be absent from the current complement of human genes.

The importance of possessing a correct, complete gene model is entirely dependent
on the use case of this information. It may be important for setting up a screen
for variation in the gene to ensure that all exons are screened, including untrans-
lated exons and alternatively spliced exons. This also follows through to selection of
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variants if genotyping of all potentially functional variants is considered important.
Understanding the full complexity of a gene is also important for functional analysis
of genetically associated variants; for example, there may be evidence to support the
assertion that a SNP annotated in dbSNP as intronic might turn out to be exonic (and
functional) if there is evidence to support an alternatively spliced exon. However, just
to put this into perspective, in the vast majority of cases, this kind of gene analysis
may not be important. For example, if a genetic experiment employs a haplotype
tag-based approach to capture variation across a gene, the precise boundaries of the
gene may not be important, unless unknown exons are outside the scope of the tag
SNPs.

5.3 The evidence cascade for gene products

So what kinds of evidence need to be considered before we assess the likelihood of
a stretch of genomic DNA giving rise to a gene product and what kinds of numbers
can be assigned to these evidence levels? In the following section, we review these
sources of information and give figures for these evidence levels, based on queries
completed in June 2006.

The NCBI Entrez Gene database is probably the most comprehensive non-
redundant source of known gene loci. There are currently 32 014 (excluding pseudo-
genes) human genes in Entrez Gene (www.ncbi.nlm.nih. gov/projects/Gene/gentrez_
stats.cgi?SNGLTAX=9606) (Maglott et al, 2005). These loci include protein-coding
loci and also non-coding loci, such as micro-RNAs (see Chapter 14). If a gene locus is
unknown or further evaluation of a known gene is needed to ensure that the gene and
transcript model are as accurate as possible (e.g., to assess the impact of functional
variation in the gene), the entire cascade of evidence for a gene and its products may
need to be reviewed. We review each of these steps in the following sections.

5.3.1 Experimentally determined protein sequence

The most solid evidence of a gene is the experimental verification of the protein prod-
uct by mass spectrometry and/or Edman sequencing. Although these techniques are
commonly used to analyse proteins produced by heterologous expression in vitro,
surprisingly few genes from in vivo or cell-line sources have been verified at this level.
From the entire SP/TR collection of human proteins, only 420 are cross-referenced
as having at least a fragment of their primary structure identified directly from a
2DPAGE experiment (http://ca.expasy.org/ch2d/) (Hoogland et al., 2004). Numer-
ous mass spectrometry-based identifications and peptide sequences from human
proteins are reported in the literature, but few of these data have been formally
submitted to the public databases, and therefore they have not been captured by
SwissProt or other secondary databases (see Webster and Oxley, 2005, for a review of
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these methods). However, even this most direct of gene product verifications is rarely
sufficient to confirm the entire ORE. For example, secreted proteins are characterized
by the removal of signal peptides and frequent C-terminal processing. This precludes
defining the N and C translation termini by protein chemical means.

5.3.2 Messenger RNA (mRNA) databases

The next level down in the evidence cascade is, of course, an extended mRNA.
There are a bewildering range of sources of mRNA sequences, ranging from ex-
perimentally verified sequences to in silico predicted mRNA with no other sup-
porting evidence. Most of these sources can be viewed in the three main genome
browsers. Figure 5.1 displays some of the sources discussed below across the
BACE!1 gene in the UCSC genome browser. Starting at the top of the mRNA
evidence cascade, the consensus CDS (CCDS) project (www.ncbi.nlm.nih.gov/
projects/CCDS/CcdsBrowse.cgi) contains the most stable group of transcripts, which
are now completely stabilized between the NCBI, UCSC and Ensembl genome view-
ers (Figure 5.1). In June 2006, there were 14 795 transcripts in the CCDS database.
The NCBI RefSeq collection is probably the next most reliable link in the cascade
(www.ncbi.nlm.nih.gov/RefSeq/). Refseq currently lists 49 565 human transcripts,
including transcript variants (Pruitt et al., 2005). Although this collection attempts
to provide a non-redundant snapshot of gene transcription, it must be remembered
that they are not all full-length transcripts, nor do they represent all known splice
variants. If the databases do not contain an extended mRNA, the assembly of overlap-
ping and/or clone-end clustered ESTs can be considered as a virtual mRNA (Schuler,
1997). The ESTs have the additional utility that many of them can be ordered as
clones. Alternatively, the virtual consensus sequence, backed up by comparisons to
the genomic DNA, can be used for PCR cloning. ESTs are one of the most prolific
sources of evidence of mRNA, which makes them one of the commonest sources
of supporting evidence for a transcript, especially if they include a plausible splice
junction and are derived from multiple clones from different tissue cDNA libraries.
There are a few sources of pre-assembled EST clusters; the NCBI Unigene database
(www.ncbi.nlm.nih.gov/UniGene/) currently contains 86 806 human EST clusters.
Another resource, the TIGR human gene index, contains over 200 000 tentative hu-
man consensus sequences (THCs). These are a useful source of pre-assembled virtual
mRNA (www.tigr.org/tigr-scripts/tgi/T_index.cgi?species=human) (Quackenbush
et al., 2001). Both Unigene and the TIGR Gene Index can also be viewed as UCSC
genome browser tracks. The use of unspliced ESTs as evidence for a transcribed
gene is generally unreliable, as they can arise from genomic contamination of cDNA
libraries. However, human EST-to-genome matches for exon detection can be fur-
ther supported where orthologous ESTs from other vertebrates, such as mouse or
rat, match uniquely in the same section of the genome. If an assembly of mouse
ESTs is consistent with a human gene model, the existence of an orthologous human
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transcript is strongly suggested. Support can also be provided by evidence of con-
servation across vertebrate genomes; this can be assessed quite rapidly with the
‘conservation’ track in the UCSC genome browser.

5.3.3 Protein databases

The protein databases occupy the centre of the evidence cascade for gene prod-
ucts. Those mRNAs or full-length ¢cDNAs that contain a large ORF tend to be
viewed as potential gene transcripts even if they are not full length and/or there
is ambiguity about the choice of potential initiating methionines. However, the
fact that the protein databases have now expanded to include human ORFs de-
rived solely from genomic predictions (described in the next section) means that
the evidence supporting them as gene products becomes circular. The highest cura-
tion level is provided by SwissProt sequences, a manually curated dataset from the
Human Proteomics Initiative (HPI) (http://ca.expasy.org/sprot/hpi/hpi_stat.html).
The June 2006 SwissProt release comprised 14 094 unique gene products and 7707
isoforms arising from alternative promoter use or alternative splicing (O’ Donovan
et al., 2001). The next highest curation level is provided by SwissProt/TREMBL
(SP/TR), an automated dataset combined with the manually curated SwissProt.
The total for human proteins in June 2006 was 38382, including splice variants
(http://www.ebi.ac.uk/integr8/OrganismStatsAction.do?orgProteomeld=25). The
International Protein Index (IPI) maintains a database of cross-references between
the data sources SWISS-PROT, TrEMBL, RefSeq and Ensembl (Kersey et al., 2004).
This provides a minimally redundant yet maximally complete set of human proteins
with one sequence per transcript (http://www.ebi.ac.uk/IPI/IPThuman.html). The
June 2006 release contains 60 090 protein sequences, but this includes a number of
predicted ORFs from transcript models which are not supported by mRNAs.

5.3.4 Ab initio gene prediction

The next level of evidence can be classified as genomic prediction; that is, where
a cDNA, a translated ORF and a plausible gene splice pattern can be predicted
from a stretch of genomic DNA (Burge and Karlin, 1997). This is done after fil-
tration of repeats, which can be considered as another link in the evidence chain.
A very high local repeat density certainly suggests where exons are unlikely, but
the converse is not true; that is, the absence of repeats does not prove the pres-
ence of genes. The shortcomings of ab initio gene prediction have been pointed
out, but the geneticist should at least be aware of possible false-positives and false-
negatives (Guigo ef al, 2000). The Ensembl statistics of the ratio of genes pre-
dicted by Genscan to genes with a high evidence-supported threshold is currently
3.2:1 (http://www.ensembl.org/Homo_sapiens/index.html). Although this clearly
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represents over-prediction, some may be ‘genes-in-waiting’ that more accumulated
evidence may verify, as by the cloning of an extended mRNA. Looking for a con-
sensus or at least common exons from a number of gene prediction programs with
different underlying gene model assumptions can strengthen this type of evidence,
but this can become a circular argument where the programs are both trained and
benchmarked with known genes. The most effective way of filtering down genomic
predictions without experimental evidence is homology support; that is, the pre-
dicted protein shows extended similarity with other proteins. This is described in
detail in the Ensembl documentation, but, in essence, all possible protein similarity
sections from translated DNA are identified and used to build homology-supported
gene predictions by Genewise (Birney and Durbin, 2000). The advantage of gene
detection by homology is that the entirety of protein sequence space can be used.
The caveat is that predicted gene products with low similarity to extant proteins
would be discarded in this filter, although the entire set of Genscan predictions are
preserved for searching in Ensembl and can also be displayed at UCSC.

5.3.5 Comparative genomics

The next link in the evidence chain is a special case of the similarity principle, but
in this case utilizing comparisons between the genomes of other vertebrates, many
of which are now complete or close to completion such as dog, mouse, chicken, frog
and fish. The Ensembl and UCSC sites now display at least 16 vertebrate genome
assemblies; these can either be viewed directly or aligned against the human genome.
Cross-species data can be assessed at several levels. Comparison of DNA similar-
ity between (vertebrate) genomes is termed ‘phylogenetic footprinting’ (Susens and
Borgmeyer, 2001; see Chapter 6 for a detailed review of this approach). This is a
valuable technique for the detection of vertebrate genes and conserved regulatory
regions, but the problem for gene product detection is that this is too sensitive; that
is, mouse/human syntenic regions have many conserved similarity ‘patches’ outside
the boundaries of known exons. Conserved regions are likely to be important for
functions not yet understood, but it is difficult to discriminate superficially between
potential coding and potential regulatory regions. Often these regions need to be
identified in a relatively high throughput manner to allow primer design or SNP
selection. The ECR browser (Ovcharenko et al., 2004) has been specifically designed
for visualizing and accessing evolutionarily conserved region (ECR) data from com-
parisons of multiple vertebrate genomes, and it suits the needs of geneticists very
well (Figure 5.2). The ECR browser annotates ECRs across a query region, using a
user-configurable set of alignment conditions. ECR and known exon-annotated DNA
sequences corresponding to the entire genomic region can be displayed. In Figure 5.2,
there appear to be several mouse ECRsin intron 1 of BACE1. These might correspond
to alternative exons or regulatory regions. There is a strong argument to support in-
vestigations across these regions, such as SNP selection for genotyping or screening



OTE/SPH

OTE/SPH

=0

Char Count

19:57

November 9, 2006

JWBK136-05

93

5.3 THE EVIDENCE CASCADE FOR GENE PRODUCTS

Jasmolq swousb saeiedwod Y93 ayy g°g ainbig

SDUISE 1955y ¢ 00pYDIsHIsAe] 0p0Z /dqooTisuD3 didiydesd

M 0TS ETSETD 0TS K+

L8ssor 6.TC1 = [
0408 T L B AL . . R . = el T | e C &
5 | . i
3 . . LR~ o
1 o | 3 of
] . . . ) . &
- - ) - - — e e—— ——."0
_34.
— — :
ry =
i
e =
05
o
%001, \ 1
u - - = 5 _mis = of
%u0€ — ]
o
i3 — osf
» T
%001,
u N - . _» = _as =
%0¢
r& _
%001,
o - - = - a - =
T3VE 13.5ve
R
(5§
T3V
b o) [EFS
12 22 A 0z 61 8l or Gl HI €1 21 NI O 6 8 X £ 9 g ¥ £ z T
. /Bu0°2p0odp uasmouquoay//idigy
ejiydosoig 40 nBng ‘usxoIyD ‘183 ‘asnojy ‘uewuny J3yya 03 30uanbas JnoA ublly TINTJWNDITY JWON3D
LGNS 1817695 T1-CZ9T9595TT 1143 01 duing
GI678poop JasMoIIoa// a0y sdq gesog (276Y) uBWNY uUo Jasmolg ¥DT
TEon [ERESE] Carol JSsMoIg SWousS 350N 15100} [RUIRIXT
SUopnAE0l  pusbs 3oid SJUSWUDNy/AUSIOAS  TNG 803 SbumEs 15551 ¢ [2] 5903 5700 1OgoiH SOUMSS J9:moog SWousg 3589
AOPRINGET |Euo & ST AR AR SI0URG SAnmndia - o apoopmmm//:dny
S —~ A 0 FH N OV N X AN O ~ NN F N0V DN AN O = A N F N O D
el o N R T o BN o R - R o e e A s T e e A AR S S oS SR o\ AR o Y o TN o JRoN TR oS SR NS oN B oS B oS Y o S S SN S o W oW SN S

o}
o

[N}
o

(=}
<

—
<+

N
A

o
A



OTE/SPH
JWBK136-05

OTE/SPH

O 0 NN A Ul ke W N =

e T =~ 2 T U  E O R UL L U R O I St I G I CU N NS S I ST S 2 R S S S I S E S i e e e e e e
W NN = O O 0NN Ul R WD = O O 0N YU R WD = O O N YU R WY = O

November 9, 2006 19:57 Char Count=0

94 CH 5 FINDING, DELINEATING AND ANALYSING GENES

for polymorphisms. The ECR browser expedites this process, by providing access to
the sequences of ECRs detected and a list of their positions in the displayed region.
A detailed ECR description page contains ECR sequences from both species in any
pairwise comparison, and a display of the underlying DNA sequence alignment. In
addition, sequence characteristics are combined with pipelined links to primer design
tools and the rVista program for transcription factor-binding site (TFBS) analysis.

5.3.6 Transcriptional regulatory region analysis

The last link in the evidence chain, the i silico recognition of transcriptional control
regions, is circumstantial but is likely to increase in utility (Kel-Margoulis et al,
2002). These could include potential start sites in proximity to CpG islands, promoter
elements, transcription factor-binding sites, and potential polyadenylation acceptor
sites in 3 UTR. When considered in isolation, these signals have poor specificity, but
taken in combination with a consensus gene prediction and conservation of these
putative control regions between human and mouse, they can become a useful part
of the evidence chain. Chapter 12 considers this area of bioinformatics analysis in
detail, so we will not offer any further coverage of this here.

5.3.7 Conclusions on the evidence cascade for genes

In summary, there is currently direct highly validated experimental evidence for

15 000 genes and strong evidence to support a lower gene limit of around 30 000
(not including non-coding genes). In Figure 5.3 we review the public data resources
that provide the data for this evidence cascade. The confirmation rates for the types
of evidence listed above have not been calibrated experimentally, so we cannot give
any kind of scoring function to rank gene likelihood. Going to the extremities of
the evidence cascade, for example, with the 60 090 proteins from the IPI or the
86 806 UniGene clusters containing at least two ESTs, would result in a higher upper
limit. This uncertainty becomes a key issue for genetic experiments. Let us suppose,
for example, that a linkage study has defined a trait within the genomic region
bounded by two microsatellite markers. If the lower limit gene number is true, the
investigator merely needs to check the annotations from any of the three gene portals
to produce a list of gene products between the positioned markers from which to
choose candidates for further work. If the upper limitis true, thisapproach hasa major
limitation because many of the genes between the markers will not be annotated.
However, the different levels of gene evidence described above can be visualized in
the display tracks of the genome viewers. Consideration of the evidence will enable
the geneticist to decide what experiments need to be designed to confirm potential
novel gene products. An example of working through this evidence is given in the
examples below.
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nominally full-length or partial, ESTs and patent sequences. These can often extend
the UTR sections.

5.4.2 Dealing with pseudogenes

The second grey area concerns pseudogenes. Processed pseudogenes in particular are
common (Shemesh et al., 2006). These are reverse-transcribed mRNA copies that
have integrated into the genome, but which do not code for a functional protein. In
some cases, genomic sequence is so severely degraded that transcription is unlikely;
however, in many other cases, transcription still occurs. Entrez Gene contains 7202
human pseudogene loci, although this count may be far from complete. The UCSC
presents several tracks with pseudogene information; one track, ‘retroposed genes),
shows 16 731 processed mRNAs that have been inserted back into the genome since
the mouse/human split. These can be either functional genes that have acquired a
promoter from a neighbouring gene, non-functional pseudogenes or transcribed
pseudogenes.

5.4.3 Dealing with gene-product heterogeneity

The third grey area is gene-product heterogeneity. In some cases, there may be
alternative upstream initiation methionines or alternatively spliced exons in the 5
UTR. The causes of 3 heterogeneity include variations in the pattern of intron
splicing from a pre-mRNA, as well as alternative polyadenylation positions inside the
3 UTR. Potential for such gene-product heterogeneity can often be rapidly evaluated
with genome viewers, and evidence of alternatively spliced exons or alternative first
exons may be identified in spliced EST data or after comparison with other vertebrate
mRNAs or genomic regions. Unfortunately, getting beyond this potential evidence to
arobust gene model can be one of the most complex and confounding bioinformatics
analysis tasks, so again it is important to determine what level of detail is required for
the task in hand. For example, a complete transcript model may not be required to
evaluate the impact of a SNP — in this case, the exon and its immediately preceding
exon are all that are needed to determine a possible coding change.

5.4.4 Dealing with overlapping and embedded genes

The fourth grey area concerns overlapping genes. As genomic annotation proceeds,
we can find more examples of this from both gene products reading from opposite
strands and same-strand genes in close proximity (see Makalowska et al., 2005, for a
review). Embedded genes are another consideration. These are small, often intronless
expressed genes (possibly with similar origins to pseudogenes) that are located in the
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intronic regions of ‘host’ genes. Transcription of embedded genes may often be driven
by the promoter of the host gene, so this can make the determination of function
(e.g., expression) of an embedded gene and its host very difficult to separate. A good
example of an embedded gene is CHML in intron 1 of the OPN3 gene (Halford
et al., 2001).

5.5 Locating known genes in the human genome

Genes can be located by one of the following; a section of raw sequence data, a
primary accession number, a secondary accession number, a similarity search, a gene
product name, or a set of genome coordinates. Each of these has advantages and
disadvantages, and, although the main genome portals are generally consistent, they
may not give the same answers in every case. Bearing in mind that only the first two of
these gene location methods are based on stable (almost) unambiguous information,
itis better to use at least two ways to define and store the results: for example, a section
of raw sequence and a gene name, or a primary accession number and a set of genome
coordinates. The BACEI gene will be used as an example of a known gene to locate.
The potential complexity of this task is illustrated if we view the Ensembl gene report
for BACE1, whichis often agood place to start to get a feel for the data relating to a gene
(http://www.ensembl.org/Homo_sapiens/geneview?gene=ENSG00000186318).

5.5.1 Using raw sequence data to locate genes

The availability of the human genome sequence means that most features can now
be unambiguously located in the genome with as little as 100 bp of sequence. This
means that storing a sequence string, preferably with a longer sequence context
of 200-1000 bp, is a useful (future-proofed) method of locking-on to a genomic
location. Sequences are more or less immune to the vagaries of shifting secondary
accession numbers, naming ambiguities or GP sequence finishing that can change the
genomic coordinates. Performing nucleotide searches against the genome using tools
such as BLAT (UCSC), SAHA (Ensembl), or BLAST (NCBI) means that sequence
matches can be quickly located. The disadvantage for raw sequence is that it has to be
stored in its entirety, it may contain errors, it needs the operation of a similarity search
to be located, and similarity matches across repeat-containing sections or duplicated
regions of the genome need close inspection to sort out. This can be a particular
problem for sequence-tagged sites (STSs) and SNPs if the GP match is in the region
of 98 per cent to 95 per cent identity. Within this range, it is difficult to discriminate
technical sequencing errors from multiple genomic locations, assembly duplication
errors or even copy number polymorphisms. The genome portals capture mRNA
entries for most gene products; however, because of the thin annotation, they do not
capture sequences from the patent divisions of GenBank. An NCBI BLAST search of
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the gbPAT database with any BACE1 mRNA returns hundreds of high-identity DNA
matches (http://www.ncbi.nlm.nih.gov/BLAST/Blast.cgi). These are clearly mRNAs
that could be usefully compared with all other mRNA sequences for polymorphisms,
splice variants or UTR differences. However, users should be aware that not only are
some of these entries identical versions of the same sequence derived from multiple
claims in the patent documents but also they may be identical to a public accession
number if the authors and inventors are from the same institution. Another possible
reason for using raw sequence data for gene-product checking is that all secondary
databases suffer from the snapshot effect whereby updates lag behind the content of
the primary databases. For example, the SNP or EST assignments made for BACE
in the secondary databases (see below) could be checked by BLAST searches against
the updates of dbSNP or dbEST (the latest EST data need to be searched in ‘month’
as well as dbEST).

5.5.2 Using primary accession numbers

A primary accession number (or primary database record) is assigned to a DNA or
protein sequence or other genomic entity when it is first entered in a database. This
accession should be related to a specific experiment, and it should contain contact
details for the investigator that carried out the experiment. Primary sequences should
be treated with some care, especially if they are particularly old, as they may often
contain sequencing errors or possibly polymorphisms. These are usually corrected (or
annotated as polymorphic) based on a consensus alignment of all primary accessions
in the secondary sequence record, such as RefSeq. In the case of BACE1, AF204943 is
one of the primary accessions for this gene. Because these uniquely define stretches
of sequence, they are stable except where genomic mRNAs, and occasionally mRNAs,
undergo version changes. They can be used in any of the major genome query portals
to go directly to a genomic location. The disadvantage is redundancy for mRNAs,
short sequence context for some STSs, and both redundancy and large multigene
sequence tracts for genomic mRNA, and very recent accessions may not be indexed
in genome builds. If the query fails to connect to a genome feature, the sequences
can be searched as raw sequence. In the BACEI example, interrogating the UCSC
browser with BACE1 retrieves three primary Genbank IDs. Users need to be aware
that although an mRNA accession number can provide a specific route into the
genome, the variable number of links to the genome portals is related to their update
frequency.

5.5.3 Using secondary accession numbers

Secondary database records do not directly relate to a specific sequence submission;
instead, they usually represent a consensus view of all the primary data to capture
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representative versions of each splice variant or isoform. This may include extending
the sequence based on an alignment of all primary sequences. Some examples of
secondary databases are RefSeq, SwissProt and RefSNP. If we view BACE1 in Ensembl
or the UCSC, there are several secondary accession numbers that designate BACE1
mRNAs and proteins. Although secondary accession records have the advantage
of capturing a consensus across all the available information, they do have some
problems in use for gene localization. Firstly, secondary accessions may not be stable,
as new information arises, and secondary accessions may be merged, split or retired.
Usually, the retired IDs will remain active with a link to the new ID, but sometimes
this is not the case. For this reason, secondary accessions may not be good for storing
data over long periods of time.

5.5.4 Using gene names and symbols

The whole area of gene symbols and aliasing can be fraught with confusion, and it is
probably fair to say that this is one of the commonest sources of error in bioinformat-
ics searches. If we take BACE1 as an example again, there are four synonyms or aliases
(BACE, ASP2, HSPC104 and KIAA1149). Using ASP2 as a search query for the UCSC
browser, we retrieve BACE1 but also ASP2 (aspartate aminotransferase 2), a com-
pletely unrelated human gene. This illustrates the problem when gene products are
given different names by different authors. A good tool for checking gene aliases either
individually or in batches is MatchMiner (http://discover.nci.nih.gov/matchminer/).
In an attempt to avoid this confusion, the Human Gene Nomenclature Committee is
trying to establish official HUGO gene symbols for all human genes. Where possible,
these should always be used when referring to a gene, and many journals now require
the use of these symbols for publications. It is possible to check HUGO gene symbols
at the organization website (http://www.gene.ucl.ac.uk/nomenclature/). The com-
plexity of the aliases for just one gene product makes it clear that any gene name
lists, such as candidate genes to be screened for mutations, should be backed up by
accession numbers, raw sequence or chromosome locations. It also illustrates the
need to cross-check aliases and their spellings when attempting a comprehensive
literature search on a particular gene product. The formal sequence-literature links
that can be followed in Entrez Gene or SwissProt are not comprehensive because
they are dependent on the journal-author-database system that usually only makes
these links explicit for a new accession number. Much important literature remains
outside this system. Review articles, for example, do not typically include primary
accession numbers when describing genes, so the specificity of literature searches
remains dependent on the name links. Information trawling with gene names can
also be done with the standard Internet search portal. Putting the term ‘beta-site
app cleaving enzyme’ into the Google Scholar literature mining engine gave 408
hits (http://scholar.google.com/). The listing included duplicates but very few false
positives.



OTE/SPH
JWBK136-05

OTE/SPH

O 0 NN A Ul ke W N =

November 9, 2006 19:57 Char Count=0

100 CH 5 FINDING, DELINEATING AND ANALYSING GENES

5.5.5 Using genome coordinates

Since the adoption of defined releases of human genome assemblies, this method
of genomic location has become more reliable, but users are strongly advised to
check the version of the genome assembly that their coordinates are derived from.
At the time of writing (June 2006), the May 2004 (NCBI35) human genome as-
sembly was still in most frequent use by the majority of applications. A March
2006 (NCBI36) release is just beginning to be incorporated into the UCSC and pre-
Ensembl servers. This creates a potential problem, of which the user must always be
aware. When genomic coordinates of different data types are compared, it is critical
to ensure that they are both based on the same NCBI genome build. Considering
this, it is good practice to record the genome build with any data set containing
genomic coordinates. Data mapped against different assemblies can be compared
by the UCSC Batch coordinate conversion tool(http://genome.ucsc.edu/cgi-bin/
hgLiftOver).

5.6 Genome portal inspection

From the descriptions above, it should be possible to locate any known gene or
genetic marker such as an STS or a SNP. Descriptions of the genome viewer features
for Ensembl, UCSC and NCBI are covered in detail in Chapter 4. However, we give
one specific example below (Figure 5.4) because it effectively illustrates some of the
issues in gene analysis. The UCSC genome browser view of the 3 portion of the
BACE1 gene (Figure 5.4) shows that there are significant differences in the lengths
of the 3 ends of some of the primary mRNA records. Clearly, AF201468 (5878 bp)
and AB032975 (5814 bp) are the longest reads, but, in fact, AB032975 is labelled as a
partial coding sequence because of what may be a sequencing error at the 5 end. A
detailed analysis of the 3 ends by EST and mRNA distribution profiles indicates that
the different UTR lengths in this case arise not from incomplete cloning but from
three alternative polyadenylation positions (Southan, 2001). Further heterogeneity
is illustrated by three splice variants affecting exons 3 and 4 (the furthest exons on
the right of Figure 5.4). The representative mRNAs are AB050436, AB050437 and
AB050438. There is also an alternative protein reading frame from AF161367, a
partial mRNA cloned from CD34% stem cells. Opening the spliced EST tracks in
the viewer shows individual ESTs corresponding to these splice forms and others
that correspond to potentially novel exons. This suggests the possibility of further
BACE]1 splice forms, but to provide further evidence to support this, the EST to
genome alignment would need to be inspected for the presence of a canonical splice
site (see Chapter 11). Beyond this, experimental verification of this variant would be
recommended.
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Figure 5.4 Reviewing the evidence cascade in the UTR region of BACE1

5.7 Analysing novel genes

In many cases, experimental results will locate a genomic region where there are no
annotated genes. Inspection of all three genome browsers might indicate possible
novel gene products with a variety of supporting evidence. This evidence might
extend from ab initio gene predictions through evidence of genomic conservation to
EST evidence. Building up a robust package of evidence around an unannotated gene
in genomic sequence can be a bit of an art, and we discuss this further in Chapter 9.
Again it is worth considering what level of detail is required for genetic analysis. For
genotyping across a gene, a well-selected set of tag SNPs should suffice. Even if an
association is localized to a SNP in a possible novel gene, it may not be necessary
to build a full gene model. If there is clear evidence of exons, it may be possible to
obtain a multiframe translation across several exons to evaluate the impact of the
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than ever to determine which genes are associated with common diseases. It is fair to
say that we still have no idea what many thousands of genes in the human genome
actually do. This presents us with a prospect that is both exciting and daunting —
do these genes play a role in human diseases, and, if so, what is this role? Answers
to these questions may take a while longer in coming than the initial associations,
but the end result might well be the illumination of entire new pathways with direct
relevance to human disease.
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